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Gabriel Sandu 
 
Knowledge of moves versus knowledge of strategies in IF games 
  
IF logic (Independence-Friendly logic) is an extension of ordinary first-order logic, which allows for 
more patterns of dependencies and independencies between quantifiers than first-order logic. One 
way to interpret IF sentences is through games of imperfect information. It is known that this 
interpretation leads to the so-called phenomenon of signaling. In my presentation I will look at two 
ways to deal with this phenomenon. One way, the game-theoretical way, is to block through various 
solution concepts (Janssen, Sevenster, Barbero). In particular Barbero (forthcoming) develops a 
“Cartesian semantics” which relies on the idea of independence of strategies. The other way is to 
accept but justify it by introducing a new notion of dependence at the “metaphysical” level.  
 








Kevin T. Kelly 
 
Deduction, Induction, Statistics, and Topology I 
 
Deductive inference is usually understood to be truth preserving and monotonic.  Any other kind of 
inference is said to be inductive.  Thus, predictions derived from a theory are deductively inferred, 
but theories are inductively inferred from the available evidence.  Alas, that is not strictly correct, 
since all real calculations and measurements are subject to probable error.  We propose that, for 
scientific purposes, the appropriate conception of deduction is inference with guaranteed low 
chance of drawing a mistaken conclusion.  But there is a catch.   In the case of empirical verification 
by propositional evidence, the evidence rules out all possibilities of error, whereas in the statistical 
case, the sample literally rules out no possibilities at all.  So it seems that the two cases are not at all 
analogous.  Our response is that there is a topological conception of information that underlies the 
two cases.  In the ideal case, empirically verifiable hypotheses are just open sets in the topology 
whose basic open sets are propositional information states.  We build a bridge from the ideal setting 
to statistical inference by solving for the unique topological space on probability measures according 
to which the open sets are exactly the empirical hypotheses that are verifiable in chance.  By means 
of that bridge, topological insights about verifiability, refutability, decidability, learnability in the 
limit, and Ockham’s razor may be transferred, wholesale, to statistical inference.  The result is a new 
frequentist foundation for statistical inductive inference. 
 
 








Paolo Galeazzi 
 
On (context-dependent) rationality 
 
In most of economics, rationality is defined as expected utility maximization, and agents are assumed 
to maximize expected utility. This view traces back to the works by de Finetti, von Neumann and 
Morgenstern, and Savage, and it still represents the dominant approach in decision theory, game 
theory, etc. In the talk I will criticize the identification of rationality with expected utility 
maximization, and I will argue in favour of a more permissive perspective, based on the notion of 
context dependence.  
 








Yacin Hamami 
 
Towards a Game-Theoretic Analysis of Interrogative Games 
 
In the context of his Interrogative Model of Inquiry, Hintikka has advocated an epistemological 
perspective according to which any information-seeking process shall be conceived as an interrogative 
game. His main motivation for doing so was to promote an investigation of strategies of questioning, 
that is “strategies of information seeking by means of the different choices of questions to be asked and 
of the order in which they are asked” (Hintikka, “Inquiry as Inquiry”, p.34, 1999). Surprisingly, no serious 
attempts have been made by Hintikka and colleagues to develop a full-fledged game-theoretic analysis 
of interrogative games. Until such an analysis has been provided, it seems that the Interrogative Model 
of Inquiry will lack the necessary resources to develop a precise investigation of questioning strategies. 
In this talk, I would like to make a first proposal to formalize interrogative games using the resources of 
game theory, and to introduce a formal apparatus to investigate questioning strategies. To this end, I 
will propose to conceive interrogative games as two-player extensive games with imperfect information 
and chance moves, in which the two players will be referred to as the ‘Interrogator’ and the ‘Source’, 
and in which the only chance move will occur at the very beginning of the game and will be used to 
determine the epistemic state of the Source. I will then show how questioning and answering strategies 
can be defined in this setting, and develop a formal apparatus to evaluate them. More specifically, I will 
propose that questioning strategies be evaluated with respect to worst-case and average-case criteria, 
that is, with respect to the maximum or average number of questions the Interrogator will have to 
address to the Source in order to answer her goal question. This, in turn, will make it possible to define 
what it means for a questioning strategy to be optimal according to these criteria. Finally, I will analyze 
the Nash equilibria of such interrogative games and will discuss their epistemological interpretation and 
significance. I will conclude the talk by pointing out some possible applications of the resulting formal 
framework. 








Giovanni Cinà 


 


Modal logics for typed processes 


I will introduce and discuss typed transition system, a structure that is meant to capture typed 
processes. After considering some examples, I will touch on the connections between these models 
and other known structures such as regular transition system (aka Kripke models), presheaves and 
coalgebras. In the second part of the talk I will introduce a typed modal logic that is complete for 
typed transition systems. The final touch will be a taste of the expressive power of typed modal logic 
and its extensions: I will showcase a few example across different disciplines (Topology, Foundations 
of Quantum mechanics, Social Choice) and describe how interesting properties can be captured in 
this language. 


 








Nina	Gierasimczuk	
	
Five	Years	of	Truth-tracking	in	Dynamic	Epistemic	Logic	
	
In	this	talk	final	talk	of	the	workshop,	I	will	summarise	the	results	on	truth-tracking	in	the	framework	
of	DEL	obtained	within	the	time-frame	of	LogiCIC	Project.	I	willI	hope	to	initiate	discussion	on	further	
directions	of	research	within	this	domain.	
	
	








Konstantin Genin 
 
Deduction, Induction, Statistics, and Topology II 
 
This talk proposes a topology on probability measures that we call the statistical information 
topology.  Under a very plausible, epistemic condition on the set of possible probability measures, 
we show (a) that the open sets of the statistical information topology are exactly the  propositions 
that are verifiable in chance and (b)  that the statistical information topology is identical to the 
standard weak topology familiar in mathematical statistics.  The epistemic assumption is that the 
sample space has a topological basis whose basic open sets have boundaries of zero probability 
under every possible probability measure.  The motivation for that assumption is that it is impossible 
to determine with infinite precision whether a real-valued sample hits exactly on the boundary of an 
acceptance zone. 
 








Paraconsistent Epistemic Logic


Ondrej Majer


Our aim is to develop a framework allowing inconsistent but nontrivial
bodies of information being available to (accepted by, entertained by...) cog-
nitive agents. We present outline of a paraconsistent epistemic logic, based
on the logic BK – a modal extension of the Belnap-Dunn [1] four-valued logic
studied by Odintsov and Wansing [4]. Our framework is based on the inter-
pretation of the modal accessibility relation as a (reliable) source relation,
akin to the approach adopted in [2]. If a state x represents an information
state of an agent, a piece of information φ available at x is justified, if it
holds at some source y accessible from x. Unlike in [2] we allow sources to be
mutually incompatible or even contradictory. Our framework distinguishes
various kinds of inconsistency allowing an agent to gain some information
even in an environment with faulty sources.
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Johan van Benthem 
 
Games and Logics for Network Change 
 
Networks naturally suggest games between participants. I will discuss a few game scenarios that 
arise in this way, with some matching dynamic logics and their properties. 
 








Thomas Bolander  
 
Learning to Act: Qualitative Learning of Action Models 
 
In this talk we address the problem of action model learning. Learning action models has previously 
been studied in the context of automated planning. The idea is that the planning agent initially only 
knows the names of its available actions but not their preconditions and effects. Through a sequence 
of observations, the agent can then start to approximate or even settle on the correct action model 
representing the action (its precondition and effects). Standard action model languages in planning 
are languages like STRIPS, ADL and PDDL. In this talk, we study the same problem of action model 
learning, but in the context of dynamic epistemic logic (DEL). Action models in DEL can describe a 
richer set of possible actions, including actions that involve first- and higher-order partial 
observability. Using ideas and results from formal learning theory, we investigate learnability of 
action models in DEL. The talk will provide solutions for the case of fully observable actions, and 
sketch ideas for how to generalise to the case of learning partially observable actions. Even though 
qualitative learning of partially observable actions of a specific type has already been investigated in 
the context of automated planning, learning of more general partially observable actions is still an 
open problem. 
 
 








Marija Slavkovik 
 
Verifying social network information sharing phenomena 
 
We examine the use of model-checking in the analysis of information sharing in social networks. We 
take previous work on the formal analysis of digital crowds and show how a variation on the 
formalism can naturally model the interaction of people and groups of followers in intersecting social 
networks. We then show how probabilistic models of the forwarding and reposting behaviour of 
individuals can be used to analyse the risk that information will leak to unwanted parties. We 
illustrate our approach by analysing several simple examples. 
 








Zoé Christoff 
 
Proxy voting as Opinion Aggregation and Diffusion  
 
This paper brings closer together the voting system known as ``proxy voting", where each agent 
chooses either to express his own opinion or to delegate to another agent, and the ``DeGroot 
model'' of opinion diffusion in a social network, where each agent iteratively updates his opinion 
under the weighted influence of others.  
 
We first propose an analysis of proxy voting from a judgment aggregation perspective. In particular, 
we show how proxy voting can be embedded into the framework of binary judgment aggregation 
with abstention, allowing known results about the latter to apply to the former. We then turn to an 
analysis of the ``Boolean DeGroot processes", a limit case of DeGroot stochastic model where each 
agent holds binary opinions and has a unique influencer. We establish the convergence conditions of 
such opinion dynamics, which in turn enlighten our discussion of proxy voting. 


This is joint work with Davide Grossi.  
 








Merging Frameworks for Information Dynamics:
DEL Dynamical Systems and ETL∗


Hanna Sofie van Lee†


LogiCIC workshop, November 17-19 2016


In this presentation, a dynamical systems approach is taken on Dynamic Epistemic Logic (DEL).
DEL dynamical systems are linked to the Epistemic Temporal Logic (ETL) framework by in-
vestigating the class of ETL models that DEL dynamical systems can generate. It is argued
that this class is pleasantly general, as the only limitations of DEL dynamical systems that are
not inherited by the nature of DEL have no worrying consequences in practice. By taking a
dynamical systems perspective on DEL, the long-run behavior of information dynamics can now
be more directly investigated.


Dynamic Epistemic Logic is a prominent framework for modeling information dynamics, in
which systematic transformations of Kripke models are meticulously investigated [2, 1, 4, 5, 6, 9,
3, 8]. When modeling a dynamic problem using DEL, the dynamic model constructed in effect
becomes an alternating sequence of pointed Kripke models and model transformers (e.g. action
models and product update). In many applications of DEL there is no formally specified method
for finding the next update given a pointed Kripke model. Instead, updates are hand-picked on
a case-by-case basis: the next update is chosen based on a manual comparison of the current
pointed Kripke model and the natural language protocol. This entails non-autonomous models,
and hence leaves an open question about how models may be implemented for e.g. simulation
studies.


Dynamical systems is a general mathematical framework for investigating the long-run be-
havior of iterated functions. In the discrete case, a run of a dynamical system is a sequence
of states advanced by the application of proper functions. The iterated application of a model
transformer on a set of Kripke models may thus be considered a special case of a discrete dynam-
ical system. The merge of DEL and dynamical systems is opportune, as it adds a “temporal glue”
meta-framework not inherent in DEL proper. Furthermore, theorems of dynamical systems may
aid in the investigation of the complex long-run information dynamics of DEL.


An alternative meta-framework to dynamical systems is done by van Benthem, Gerbrandy,
Hoshi and Pacuit in [7] where DEL protocols take the same role for controlling the application
of model transformers on models of DEL. In [7], two versions of DEL protocols are investigated
with respect to the ETL forests they may generate. The work of this presentation is strongly
based on the approach of [7], investigating the ETL forests generatable by a different DEL
meta-framework, namely DEL dynamical systems.


When merging DEL and dynamical systems, one may worry that the time series producible
by the iteration of a single model transformer may be too limited to be of any interest. In
this presentation, it is shown that such a worry is unfounded. It is demonstrated that for a
natural class of model transformers – knowledge-based programs executing action models – the
iteration requirement of dynamical systems still allows for the generation of a very general class
of ETL forests. By the results in [10], these results extend to a broad sub-class of the epistemic
programs of [1] (a.k.a. multi-pointed action models).
∗Based on joint work with Rasmus K. Rendsvig and Suzanne van Wijk.
†University of Copenhagen, Center for Information and Bubble Studies
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The results of this paper relate DEL dynamical systems based on action model programs
to the classes of ETL models generatable by such systems. The relation between DEL dynam-
ical systems and ETL models is formulated with respect to nine properties: No Redundant
States, Synchronicity, Connected Time-Steps, Perfect Recall, Local No Miracles, Precondition
Describable, Postcondition Describable, Component Collection Describable, Point Bisimulation
Invariance. These properties fall into three categories: some which have been considered in clas-
sic game theory and computer science (e.g. Synchronicity, Perfect Recall), some which pertains
to the modal logical nature of DEL dynamical systems (e.g. Point Bisimulation Invariance) and
some reflect the functional nature of dynamical systems (e.g. Component Collection Describ-
able). Hereby, a comparison between the “global” ETL framework and the “local” frameworks of
DEL protocols and DEL dynamical systems is obtained. A central result is a characterization
of the class of ETL models generatable by image-finite and orbit-finite DEL dynamical systems.
The result, its proof idea, implications and limitations are discussed in the presentation.
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Julia	Ilin	
	
Quotient	Dynamics-	towards	a	logic	for	abstraction	
	
In	this	talk,	we	discuss	dynamic	logics	that	formalize	a	notion	of	abstraction.	We	regard	abstraction	
as	the	process	that	identifies	all	states	that	agree	on	a	particular	collection	of	relevant	facts.	In	
other	words,	by	means	of	abstraction,	the	features	that	are	irrelevant	in	a	given	context	are	
disregarded.		
	
We	formalise	the	concept	of	abstraction	in	a	modal	theoretical	framework	by	using	dynamic	
modalities.	Roughly	speaking,	the	dynamic	abstraction	modalities	induce	an	equivalence	relation	on	
a	given	Kripke	model	by	relating	all	states	that	agree	on	a	designated	set	of	formulas.	The	modal	
transformations	associated	with	such	modalities	take	the	initial	model	to	a	quotient	model	with	
respect	to	the	induced	equivalence	relation.			
	
We	study	some	technical	aspects	of	dynamic	abstraction	modalities	such	as	expressivity	a	
completeness	of	the	associated	logics.		
	
This	is	joint	work	with	Alexandru	Baltag,	Nick	Bezhanishvili	and	Aybüke	Özgün.		
	








Information, Belief, Knowledge — Epistemic logics based


on information states semantics


Marta B́ılková (joint work with Ondrej Majer) ∗


Faculty of Arts, Charles University in Prague
marta.bilkova@ff.cuni.cz


To model knowledge or belief of rational agents logically, one should first specify what kind
of rational agents and, consequently, what notion of knowledge and belief one has in mind. A
prototypical rational agent we shall consider is a scientist working with information coming
as collections of data — and those, in contrast with complete and consistent descriptions of a
state of the world, might be incomplete and inconsistent. The agent, by weighting the evidence
supported by the available data carefully, eventually accepts some of the available information
as known or believed. But only confirmed data coming from a reliable source might be accepted
(cf. e.g. with the notion of scientific or rational scepticism).


The background propositional logic we use to reason about information is therefore a par-
ticular logic interpreted on semantics based on information states, where collections of data
are modeled as (not necessarily consistent or complete) theories. We allow for some informa-
tion states to act as reliable sources confirming information. The modal part of the logic then
consists of epistemic operators of knowledge and belief confirmed by a reliable source, which
are, in contrast to standard approaches, diamond-like operators. Being based on a nonclassical
propositional logic, these systems naturally avoid (or allow to control) various introspection and
omniscience phenomena. Examples of such logics have been studied in [2, 1], however, some
questions concerning interaction of knowledge and belief, consistency of beliefs, or modeling
common epistemic attitudes within a group of agents have not been addressed.


In this talk, we consider such logics extended with common knowledge and belief operators.
The semantics is now given by information frames, which, inspired by [5], are based on semilat-
tices. The principal epistemic relation between the states is the one of being a reliable source of
information and the epistemic operators are modeled as backward-looking diamond modalities.
This actually is not so strange as prominent examples of such frames can be extracted from
monotone neighborhood models where knowledge or belief is modeled as a box modality.


We in particular address the following points: axiomatization, proof theory and strong
completeness for the underlying modal logic, and strongly complete infinitary proof theory for
the logic with common knowledge and common belief operators in spirit of [3, 4].
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[1] B́ılková, M., O. Majer and M. Pelǐs, Epistemic logics for sceptical agents, Journal of Logic
and Computation, first published online March 21, 2015.
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Attaining Common Knowledge in Distributed Systems
Or: When the Generals Attack, We’re All Dead!


Dominik Klein1 and Rasmus K. Rendsvig2


1 Philosophy, Bayreuth University, and Political Science, University of Bamberg
2 Theoretical Philosophy, Lund University, and CIBS, University of Copenhagen


The concept of common knowledge is all but ubiqui-
tous in contexts of informationally driven rational agents,
whether in philosophy, economics or computer science.
Though common knowledge is not a requirement for all
rational interaction [1], it is a prerequisite for coordina-
tion in a plethora of contexts, including conventions in
social life [15], game theory [17] and distributed sys-
tems [12]. However, as is folklore in at least the latter
field, common knowledge may not be easy to obtain. In
fact, the conventional wisdom is that in systems relying
on unreliable message passing, to attain common knowl-
edge is impossible [9, 10, 12]. To exemplify the situation,
consider the classic coordinated attack problem [11]:3


Two allied generals each commanding an army
must decide whether to attack a besieged, but
fortified township. Neither army is numerous
enough to ensure victory unilaterally, but Gen-
eral Alice knows from her spy within the city
walls that a joint attack at next sunrise will over-
throw all defenses. Neither general is willing to
risk a non-victorious attack, so the spy’s informa-
tion must necessarily be common knowledge be-
fore they will attack. As both generals are tired
of the siege, such common knowledge is also suf-
ficient. The generals can only communicate by a
courier, whom may meet peril on route. On this
fortunate day, none of the courier’s runs are in-
tercepted. When will the generals attack?


The conventional solution to this problem is Never: The
generals will never attack as the courier is in jeopardy
on every run. When General Alice first communicates the
spy’s information to General Bob, she will not know if
General Bob received the message. General Bob will know
this, and send the courier back with a confirmation. Re-
ceiving this, General Alice will know that General Bob
knows the spy’s information, but will also know that Gen-
eral Bob considers it possible that the courier did not ar-
rive. Hence, General Alice sends the courier back with a
confirmation to the confirmation, and so on and so forth,
perpetually leaving the generals in a situation short of
common knowledge.


Formal reasoning shows the conclusion correct [9,10,
12]. This was first shown in [12]4, where the authors
state:


We show that when communication is not guaran-
teed it is impossible to attain common knowledge
[..., i.e.,] that, strictly speaking, common knowl-
edge cannot be attained in practical distributed sys-
tems. (p.551)


Such conclusions lead to what [10] refer to as a common-
knowledge paradox: Common knowledge is necessary for
coordination, but unattainable in practice.


In this paper, we argue that the sentiments quoted
above are not, strictly speaking, correct. It is not correct
that it is impossible for the generals to attain common
knowledge. They will attain common knowledge in the
limit. This is our main result.


From a technical point of view, our result does not
contradict that of [12]. We merely use a mathemati-
cally more expressive framework in which convergent se-
quences and limit points are natural inhabitants. To make
the claim that the generals attain common knowledge in
the limit formally precise and a proof of it explicit, we
make use of a metric on sets of pointed Kripke models.
The metric was introduced in [13] to bridge dynamic
epistemic logic (DEL) and dynamical systems theory, cf.
[7, 8, 13, 14, 16, 18].5 In relation to the coordinated at-
tack problem, we use the metric is to analyze sequences
of epistemic states arising through unreliable communi-
cation.


Our analysis of the coordinated attack problem falls
in three parts. First, a DEL modeling of the coordinated
attack scenario is presented where each message send is
modeled by a DEL action model [4, 5]. We argue that
the model is in line with the notion of a “practical dis-
tributed system” of [9, 10, 12]. This model produces an
infinite sequence of epistemic states, in none of which
the agents possess common knowledge of the spy’s infor-
mation. Hence, the model is in accord with the conclu-
sions of [12]. Second, the sequence of epistemic states
is analyzed from a topological perspective to obtain our
main result: It is shown to have a limit in which common


3We simplify compared to the exposition in [12] in which common knowledge is shown a prerequisite for attack; we take this for
granted and focus only on the attainment of common knowledge. The simplification greatly simplifies modeling.


4A formal proof without common knowledge was earlier shown in [19].
5See [14] for a brief history of DEL and dynamical systems literature and an overview of literature linking modal logic and
dynamical systems more broadly. For further perspectives, see also [7,8].







knowledge is attained. Third, we demonstrate an alterna-
tive method to obtain the main result: We construct a DEL
action model which, when applied iteratively, produces a
sequence of epistemic states which comes arbitrarily close
to the sequence produced in the former model. The ac-
tion model has as fixed point an epistemic state where
common knowledge is attained. Proving that the action
model is a contraction proves convergence. This alterna-
tive proof is relevant for the second of our main contribu-
tions:


Our main contributions are two-fold. First, we pro-
vide a novel insight on the coordinated attack problem
and thus on the attainability of common knowledge. Our
main result shows that the additional levels of higher-
order knowledge about the spy’s information obtained
through unreliable communication are not for naught:
Though they have no effect on the decision to attack in
finite time, they are exactly what causes convergence to
common knowledge in the limit. Thus, in a very pre-
cise sense, each run of the courier brings the generals
non-negligibly closer to common knowledge. Moreover,
our main result makes a world of difference for the in-
volved agents: Were the generals to formally analyze their
own situation and reach a conclusion akin to that quoted
above, they might decide to spare both courier and town-
ship prolonged peril and worry by going home immedi-
ately. On the contrary, were they to follow the analysis
provided in this paper, then the spy’s information and the
township’s defenses would be put to use—and so would
the courier, who would be ordered to push it to the limit.


Our second main contribution is a novel approach to
how concepts and proof techniques from topology and
dynamical systems theory may be applied in analyzing
epistemic dynamics. Though topology is no new ally of
qualitative epistemic analyses (see e.g. [2, 3, 6]), this
study is, to the best of our knowledge, novel in that it
takes informational dynamics as unfolding in a metric
space with pointed Kripke models as elements. Hence,
rather than working with topological spaces as the base-
level epistemic structures, we apply topological concepts
as a meta-framework on top of classic dynamic epistemic
logic to aid in analysis of the long-term behavior of infor-
mational dynamics.


Acknowledgments. The contribution of R.K. Rendsvig was
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work project ‘Knowledge in a Digital World’ (Erik J. Olsson, PI)
and CIBS (Center for Information and Bubble Studies), spon-
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Chenwei Shi 
 
Can Weaker Argument Defeat Stronger Argument? -- Modelling the strength of arguments in 
probabilistic DEL 
 
In this work we model the strength of argument probabilistically. The motivating idea is that 
arguments can be viewed as justification for updating one's belief. Thus we take an argument to be 
the trigger for an agent's belief update and then its strength can be measured by the extent of the 
agent's belief update. 
 
We formalize the basic idea in the mode of dynamic epistemic logic by defining the agent's belief in a 
static model and the argument in an update model [1]. Then we address the question stated in the 
title. 
 
During the talk, I will also discuss the connection between probabilistic DEL and the Bayesian 
inference in statistics. 
 
This is a joint and ongoing work with Sonja Smets. 
 
[1] van Benthem, J.; Gerbrandy, J. & Kooi, B. Dynamic Update with Probabilities 
Studia Logica, 2009, 93, 67-9 
 








Thom van Gessel 


Questions in Action Models 


Dynamic epistemic logics are used to analyse the process of information exchange. However, typical 
information exchange among people is a process of asking questions and trying to answer them. This 
insight has lead to the development of dynamic epistemic logics with questions. We briefly compare 
two similar approaches: the Dynamic Logic of Questions (DELQ) and Inquisitive Dynamic Epistemic 
Logic (IDEL). While IDEL has some advantages over DELQ, it can only encode public announcements.  


We show how IDEL can be refined to encode private questions, by merging its static basis Inquisitive 
Epistemic Logic (IEL) with Action Model Logic (AML). We generalize the definitions of action models 
and product update, and define the corresponding Action Model Logic with Questions (AMLQ). This 
logic gives a new perspective on dynamic modalities in combination with questions, and is a 
conservative extension of AML, IEL and IDEL. We provide a sound and complete axiomatization by 
means of reduction to IEL. 


 








Fernando R. Velázquez Quesada 


Forgetting Propositional Formulas 


Abstract (short version): Epistemic notions such as knowledge and belief are subject to different 
epistemic actions. Just as beliefs can be affected by expansion, contraction, revision, merging and 
diverse forms of non-monotonic inference, knowledge can be affected by deductive inference, 
public and other forms of announcements. This work explores a model-operation representation of 
the action of forgetting a propositional formula, together with its effect on an agent's knowledge. 
The proposed operation does not use an order among epistemic possibilities (as done in, e.g., 
semantic belief contraction); it rather quantifies over all possible (but 'minimal') ways of forgetting a 
formula's truth-value. We will present some of the action's properties, and we will discuss some of 
its variants. 








Justified Belief, Knowledge and the Topology of Evidence


Aybüke Özgün


In this talk, I will present a topological semantics for evidence-based belief, as well as for a notion of (“soft”,
defeasible) knowledge, and explore their connections with various notions of evidence possession. We will not
only focus on truthful evidence but also formalize conceptions of possibly false and misleading evidence. The
basic pieces of evidence possessed by an agent are modelled as non-empty sets of possible worlds and form a
primitive component of our models. I will argue that our setting generalizes the evidence models for belief due
to van Benthem and Pacuit (van Benthem et al., 2011), as well as our own previous work (Baltag et al., 2013) on
topological semantics for Stalnaker’s doxastic-epistemic axioms (Stalnaker, 2006).


This is a joint work with Alexandru Baltag, Nick Bezhanishvili and Sonja Smets
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Sonja Smets 


Group Knowledge in Interrogative Epistemology. 
 
This talk is based on joint work with Alexandru Baltag and Rachel Boddy [1]. In our work 
we formalize an approach to knowledge that we call Interrogative Epistemology, in the spirit of 
Hintikka's "interrogative model" of knowledge. According to our approach, an agent's knowledge is 
shaped and limited by her interrogative agenda (as defined by her fundamental questions or 
epistemic issues). The dynamic correlate of this postulate is our Selective Learning principle: the 
agent's agenda limits her potential for knowledge-acquisition. Only meaningful information, that is 
relevant to one's issues, can really be learnt. We use this approach to propose a new perspective on 
group knowledge, understood in terms of the epistemic potential of a group of agents: the 
knowledge that the group may come to possess in common (and thus act upon in a coordinated 
manner) after all members share their individual information. We argue that the standard notions of 
group knowledge studied in the literature, ranging from distributed knowledge to common 
knowledge, do not give us a good measure of a group's epistemic potential. Common knowledge is 
too weak and too "static", focusing on what the agents can coordinate upon only based on their 
actual, current knowledge (without any intra-group communication), thus disregarding testimonial 
knowledge. In contrast, the concept of distributed knowledge is too strong, being based on the 
assumption that agents can completely internalize all the testimonial evidence received from others, 
irrespective of the limitations posed by their own interrogative agendas. We show that a group's 
true epistemic potential typically lies in between common knowledge and distributed knowledge. 
We propose a logical formalization of these concepts, which comes together with a complete 
axiomatization, and we use this setting to explain both the triumphs and the failures of collective 
knowledge, treating examples that range from "collective scientific knowledge" to the so-called 
"curse of the committee". 


 


[1] A. Baltag, R. Boddy, S. Smets. Group Knowledge in Interrogative Epistemology. Trends in Logic, 
Volume dedicated to J. Hintikka. Springer. Forthcoming. 


 








A Logic of Arbitrary Multicast-messages in Social Networks


Zuojun Xiong and Thomas Ågotnes


Information Science and Media Studies, University of Bergen, Norway
xiongzuojun@gmail.com & thomas.agotnes@infomedia.uib.no


A social network can be understood as a structure made up of a finite
set of agents, and sets of social relations among agents. An agent sending
messages (information) to some agents by social relations is called a multicast.
This paper has described a logic of reasoning under two types of multicast
(specific, arbitrary) in social networks.


Fix Θ as a set of propositional letters (probably infinite), and A as a
finite set of agents. A propositional logic over Θ is notated as Lprop. Set
Val = {v | v : Θ → {1, 0}} defines all valuations on Θ, and for any θ ∈ Θ,
JθK := {v : v |=prop θ}. We restrict messages as propositional formulas in
Arbitrary Multicast-messages Logic (Laml), which is defined as following:


φ ::= Haθ | ¬φ | φ ∧ φ | [a : θ]φ | [a]φ


where θ ∈ Lprop, a ∈ A. Haθ means “a has message θ”; [a : θ]φ means “if
a can multicast message θ, then φ is true”; [a]φ means “for any message a
could multicast, φ is true”. And models in Laml called multicast-messages
models, are multicast-messages relations and functions on social networks.


Definition 1 (Model and Satisfaction). A multicast-messages model over A
and Θ is (F, ω), where multicast-messages relation F is a binary reflexive
relation on A, and ω : A → P(Val) assigns each agent of A a subset of
Val. A formula φ ∈ Laml is satisfiable in model (F, ω), written as F, ω |= φ,
is defined as follows:


F, ω |= Haθ iff ω(a) ⊆ JθK
F, ω |= ¬φ iff F, ω 6|= φ
F, ω |= φ ∧ ψ iff F, ω |= φ and F, ω |= ψ
F, ω |= [a : θ]φ iff F, ω |= Haθ implies F, ωaθ |= φ
F, ω |= [a]φ iff for all θ ∈ Lprop, F, ω |= [a : θ]φ


where for a ∈ A, θ ∈ Lprop we define ωaθ = {ωaθ (b) | b ∈ A}and


ωaθ (b) =


{
ω(b) ∩ JθK, bFa
ω(b), otherwise


The dual operators 〈a : θ〉 := ¬[a : θ]¬, 〈a〉 := ¬[a]¬. With definitions
of semantics and syntax, we find that logic Laml is not compact. For
instance, ∆ = {¬[a]Hbp} ∪ {[a : θ]Hbp : θ ∈ Lprop} as an infinite set is not
satisfiable, but for any finite subset, it is satisfiable.







Lacking of compactness, we can not prove the Lindenbaum lemma un-
der normal derivation system, hence there is no strongly completeness for
it. Therefore, we offered an infinitary derivation system for Laml, which is
defined as follows:


Definition 2 (aml). aml is the set consisting all axiom schemata below
(some axiom schemata has been omitted due to page limits):


A1 Ha(θ ∧ χ)↔ (Haθ ∧Haχ)


A2 Ha(θ → χ)↔ (Haθ → Haχ)


A3 Hbχ→ [a : θ]Hbχ


A4 (¬abφ ∧ ψb)→ [a : θ]ψb


A5 [a : θ]¬φ↔ (Haθ → ¬[a : θ]φ)


A6 [a : θ](φ ∧ ψ)↔ ([a : θ]φ ∧ [a : θ]ψ)


A7 [a]φ→ [a : θ]φ


A8 [a](φ→ ψ)→ ([a]φ→ [a]ψ)


where a, b ∈ A, θ, χ ∈ Lprop, φ, ψ ∈ Laml, and a
bφ, ψb are defined as c-formula


and fixed-agent formula (definitions omitted) respectively.


Definition 3 (amlω-derivation). Derivation relation `amlω (simplified as
`ω) between Laml formulas sets and formula φ ∈ Laml is the smallest rela-
tion closed under the following conditions:


Ax. `ωφ, if φ ∈ aml


DiA. {φ̂([a : θ]ψ) : θ ∈ Lprop}`ωφ̂([a]ψ)


MP. {φ, φ→ ψ}`ωψ


Na. `ωφ infers `ω[a]φ


W. Γ`ωφ infers Γ ∪∆`ωφ


Cut. Γ`ω∆ & Γ ∪∆`ωφ infers Γ`ωφ.


The notation Γ`ω∆ is the abbreviation for the derivation of all φi ∈ ∆, i.e.
Γ`ωφ0,Γ`ωφ1,Γ`ωφ3, · · · . φ̂ is a neccessity form(omit details), and φ̂(ψ)
is a formula by substituting the unique # in necessity form with formula ψ.


Recall non-compactness set ∆, we have ∆`ω⊥. And by defining the
maximal consistent set as a maximal and `ω-consistent set, the Lindenbaum
lemma is proved. Therefore, we have the completeness theorem by using
canonical model method.


Theorem 0.1. amlω is strongly complete: for any φ ∈ Laml and Γ ⊆ Laml,
Γ |= φ implies Γ`ωφ.


Let ` φ stands for φ is finitary derivable under aml, and we discard rules
W, Cut and DiA, and redefine MP and Na in finitary derivation system
as usual. Furthermore, we add a new rule DeA:


• From ` φ̂([a : p]ψ), infer ` φ̂([a]ψ),where p is not occurring in φ̂ and ψ.


Soundness in DeA is not intuitively trivial as in DiA, but has been proved
in our paper. At the end, we have showed out the following two theorems:


Theorem 0.2. For any φ ∈ Laml, `ωφ iff ` φ.


Theorem 0.3. aml is weakly complete: for any φ ∈ Laml, |= φ implies ` φ.
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Tracking common information and public announcements in online discussions.


A data-driven and logically informed study of the Polymath-projects.


The problem that motivates this paper is the following: Given a data-set with records of in-
teractions from collaborative science online, which background-theory should be adopted to study
these digital traces if one’s goal is to explain whether and how the collaboration was epistemically
successful. I will approach this question on the basis of a specific case-study, namely the Polymath-
projects initiated in 2009 by Cambridge mathematician and Field Medalist Timothy Gowers (see e.g.
Allo et al. 2013). These are collaborative projects dedicated to specific research-level mathemat-
ical questions (finding a proof for a certain result). The centre of activity of these collaborations
are interactions in discussion-threads on various weblogs, and the discussions in question are in
principle open to anyone.


Building on the importance the logics for team-work developed in Dunin-Keplicz and Ver-
brugge (2010) accord to common knowledge and common belief, for instance by identifying common-
belief as a necessary condition for common intentions and social commitments, I will argue that:


1. Although the data from the Polymath-projects suggest that methods from social-network
analysis can be applied because digital traces of direct interaction and traces of temporal
co-presence can be used to build interaction-networks and affiliation-networks, the direct ap-
plication of commonly used methods and metrics in social network-analysis does not imme-
diately allow us to detect how common belief can be achieved, which is exactly what we need
to keep track of if we want to understand interactions as part of a collaborative enterprise.


2. The currently available logical methods for the analysis of social-informational phenomena
are primarily concerned with information-diffusion caused by one-to-one interactions be-
tween connected individuals within social networks (Christoff and Hansen 2015, Liu et al.
2014). Furthermore, the formal analysis of the role of higher-order and common beliefs in
social-informational phenomena is more often concerned with rational failures, like pluralis-
tic ignorance (Hendricks 2010), than with epistemic successes. As such, the question of how
common beliefs could arise when informational interactions are mediated by a social network
has hitherto remained in the background.


In view of this, although insights from epistemic logic and logics for multi-agent systems are
clearly relevant to the question of how we should understand successful collaborative science, it
is still an open question of how these insights can be used when the available data initially only
allow us to extract network-structures. An additional problem is that, because online discussions,
as the ones found in discussion-threads on fora and blogs, are asynchronous, and effectively lead
to uncertainty about who will read a given message, the public announcement required to obtain
common beliefs, a necessary condition for successful team-work, seem impossible to achieve.


Because common belief is in practice often unattainable, even in situations where successful
teamwork is required and attainable, Dunin-Keplicz and Verbrugge (2010) introduce the idea of an
awareness-dial and argue that in practice only weaker forms of common belief are necessary for
social commitments. This suggests that it may be sufficient to track approximations of common
belief, and likely instances of public announcements in the available network-data. This can be
done by identifying contextually defined sub-groups within which public announcements can be
approximated.
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A first way to do this is based on the notion of the “centre of discussion”. If we define
the distance of a participant from the centre of discussion as proportional to the time elapsed
since his/her last message, and assume that closeness of a participant to the centre of discussion
correlates with how likely that participant will read a new message, then the open character of all
messages (and meta-data like time-stamps) is sufficient to allow any participant to come to know
who is likely to read a new message. If we assume that this is also commonly known, then the
group of agents that are close to the centre of discussion can be said to share an informational
context, and are hence able to make public announcements within this group.


A second way to do this is based on the identification of episodes or bursts of activity in
discussions. By identifying such episodes and treating the participants to a single episode as
a group within which during that episode public announcements can be made, we can identify
probable public announcement without making assumptions about how close a participant has to
be to the centre of discussion to read new messages or comments.


Each of these approaches is imperfect. Identifying episodes can for instance only take place
after the fact (e.g. using a clustering algorithm), and can therefore not reflect the actual abilities
of the participants. The centre of discussion metaphor, on the other hand, can only be used by
deciding what it means to be sufficiently close to the centre. Yet, from a modeller’s perspective
and given the available data, each can be put into practice and turned into an effective method that
allows us to understand how a common understanding of the current state of a problem-solving
process can be achieved, and how active participants can reliably keep track of how this common
understanding evolves over time. Using data from the Polymath-projects it can be demonstrated
how this can be achieved in practice, and which types of patterns this reveals.


While these proposals are useful in the context of the study of the Polymath-projects (an im-
portant case-study in the philosophy of mathematical practices), they are also fruitful illustrations
of how higher-order and group-level information can be introduced in the study of social net-
works, and provide an alternative perspective on the question of how formal models of scientific
communities should be empirically grounded (Martini and Pinto 2016).
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Conditional Belief, Knowledge and Probability


Jan van Eijck (with Kai Li)


If one interprets belief in a proposition as willingness to bet on the truth of
that proposition, this leads naturally to a neighborhood semantics, where the
neighborhoods of a world w are those accessible sets containing w that are more
probable than their accessible complements.


However, it turns out that public announcement updates for this neighborhood
semantics do not behave well, for neighborhood belief models are not closed
under public announcement restriction. We address this by replacing belief as
willingness to bet by conditional belief as willingness to bet, and we use Bi(φ, ψ)
to express that if φ would turn out true then i would believe ψ and disbelieve
¬ψ.


We define conditional neighborhood models, and we present a sound and complete
calculus for conditional belief. Conditional neighbourhood models are closed
under public announcement updates, and in fact public announcement can be
handled by means of reduction axioms.


Next, we turn to evaluation in weight models (probabilistic Kripke models).
Every weight model determines a conditional neighbourhood model, but not vice
versa. We show that our calculus is incomplete for weight models. This means
that our notion of conditional belief does not quite coincide with conditionally
assigning probability greater than one half.


It turns out that the so-called Scott axioms for probability are expressible in our
language. This means that a system of conditional belief logic that is complete
for weight models is within reach.


Finally, we will discuss the connection with recent logics of justified belief and
evidence neighborhood semantics.
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Malvin Gattinger 
 


Alles Käse -- A Note on Constructible Dynamic Gossip Graphs 


The classical gossip problem studies how long it takes for n agents to spread n secrets. It is assumed 
that all agents only know their own secret in the beginning but everyone is able to call everyone. 
Dynamic gossip generalizes this by restricting the possible calls according to a graph that says who 
has the phone number of whom. In a call the agents exchange both secrets and numbers, thereby 
changing the graph. Given these rules of dynamic gossip, some situations or graphs are unreachable. 
For example, if we only consider two agents Alice and Bob, then it it can not happen that Alice knows 
the secret of Bob but not vice versa. However, the situation changes if we consider configurations of 
subgraphs. Among three agents the asymmetric situation can occur, depending on calls involving the 
third one. This raises the question which graphs can occur as subgraphs in a situation with more 
agents. In particular this is relevant if we model situations in which the number of agents is unknown 
or their reasoning power limited. In this talk we prove a simple constructive answer: All finite gossip 
graphs can be constructed by starting with an appropriate initial graph and making specific calls. 


 





